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20 QUESTIONS



THE PROBLEM

e Humans often understand complex processes as models

e Problem: the human mental model of an algorithm is often
just a black box between input and output

= No “moving parts” to model



ALLEN NEWELL'S FRAMEWORK

e “You can’t play 20 questions with nature
and win.”

= Cognitive processes don’t work in isolation

= Can’tunderstand them by asking binary
qguestions via experiments

e Courses of action to help “win”

1. Make complete processing models
2. Model a complex task
3. Make one program for many tasks

e i.e. Make your model account for more
than its usual inputs and outputs

Celebrating AAAl's 25th




BREAKING ALGORITHMS



BREAKING CREATES CONTEXT

e Instead of scrutinizing an algorithm’s input-output relationships ...

e ... present users with related information that is organized into groups whose
dissimilarities are intuitive

1. “Glue things onto the black box,” and show how the algorithm interacts with its context by dividing,
e.g., users into groups

2. “Break open the black box,” and show how components of the algorithm categorize inputs and
outputs into groups

3. “Break open the black box,” and generate different outputs in a human-intuitive modality
(e.g. images)

e Humans understand certain kinds of relationships intuitively

= Similarity between groups of comparable items

= Similarity relationships allow inference of structure

o Such structure can be a surrogate for understanding the (non-intuitive) computational structure of the algorithm



INCEPTIONISM

e Embodies Newell’s “One program
for many tasks”

o A Deep Neural Network (DNN)
trained to classify images is used to
generate images

= Draw different images to illustrate
the function of different DNN layers

e Humans interpret differences
between input and output images
intuitively to understand layers’
functions

: Google Al Blog

The latest news from Google Al

Inceptionism: Going Deeper into Neural Networks
Wednesday, June 17, 2015

Posted by Alexander Mordvintsev, Software Engineer, Christopher Olah, Software Engineering Intern and
Mike Tyka, Software Engineer

Update - 13/07/2015

Images in this Blog post are licensed by Google Inc. under & Creative Commans Attribulion 4.0 International Licenze, However, images based on places

by MIT Computer Science and Al Laboratory require additianal permissions from MIT for use.

Artificial Neural Networks have spurred remarkable recent progress in image classification and
speech recognition. But even though these are very useful tools based on well-known mathematical
methods, we actually understand surprisingly little of why certain models work and others don't. So
let’s take a look at some simple technigues for peeking inside these networks.

We train an artificial neural network by showing it millions of training examples and gradually
adjusting the network parameters until it gives the classifications we want. The network typically
consists of 10-30 stacked layers of artificial neurons. Each image is fed into the input layer, which
then talks to the next layer, until eventually the “output” layer is reached. The network's "answer”
comes from this final output layer.

One of the challenges of neural networks is understanding what exactly goes on at each layer. We



INCEPTIONISM AS “ONE PROGRAM FOR MANY TASKS”




